 Data Mining                                                

Definition – the entire process of applying a computer-based methodology, including new techniques, for discovering knowledge from data

Goals

Prediction – using some variables or fields in the data set to predict unknown or future values of some other variables of interest


Description – finding patterns describing the data that can be interpreted by humans

Primary Tasks

Classification – discovery of a predictive learning function that classifies a data item into one of several predefined classes

Regression – same thing but maps to a real-value prediction variable

Clustering – descriptive task seeks to identify a finite set of categories or clusters to describe the data

Summarization – descriptive task that involves methods for finding a compact description for a set (or subset) of data

Dependency Modeling (Association Rules) – local model that describes significant dependencies between variables or between values of a feature in a data set

Change and Deviation Detection – discovering the most significant changes in a data set

Statistics vs. Machine Learning

· Statistics places more emphasis on mathematical rigor, desire to establish that something has sensible theoretical grounds before testing it.  Machine Learning is more practically oriented willingness to test something out.

· Statistics driven by the notion of a model (a postulated structure which could have led to the data).  Machine Learning emphasizes algorithms.



 Data Mining Task of Classification

Classifying a data item into one of several predefined classes.

Differs from Association rules because we know what we are looking for.

Want to predict the value of an unknown attribute based on the values of known attributes.

Examples:

· Fraud detection

· Predict if a customer will pay back a loan

Want to construct a classifier

x1, x2, ….., xn ( Classifier ( Y

Methods:  Bayesian methods, Neural Networks, GAs, Decision Trees

Decision Trees – simple, efficient, effective, human readable

What is a decision tree?


Nodes – test on an attribute


Branches – possible outcomes of a test


Leaf Nodes – Predicted class

Example:  Attrs x and y










Evaluation of a Decision Tree:   X = 2 and Y = C implies Class 2

Conversion to set of rules:  If  X > 1 and Y = A then Class 2

How do we construct Decision Trees?

Most Common Algorithms:  ID3, C4.5, C5


Basically the same thing but with improvements

Basic Algorithm:

· Greedy Algorithm.  At the root node look at all possible Attributes. Pick one based on a greedy criterion.

· Idea – Choose the attribute with the best discrimination between classes locally

· Partitions the data based on the outcomes

· Proceeds recursively until all samples are of the same class

Definitions:

Entropy – measure of impurity of an arbitrary collection of examples

· range [0, 1] for Boolean case

· all of the same class ( entropy = 0

· even split ( entropy = 1
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where pi is the proportion of S belonging to class i

Note that if the target attribute can take on c values then the max value of entropy is log(c)

example:  entropy ([9+, 5-]) = (-9/14)log(9/14) – (5/14)log(5/14)

                                              = 0.940

Information Gain – of an attribute A is the expected reduction in entropy caused by partitioning the examples according to their values for A.
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Algorithm printout

Example:

	Outlook
	Temperature
	Humidity
	Wind
	PlayTennis

	Sunny
	Hot
	High
	Weak
	No

	Sunny
	Hot
	High
	Strong
	No

	Overcast
	Hot
	High
	Weak
	Yes

	Rain
	Mild
	High
	Weak
	Yes

	Rain
	Cool
	Normal
	Weak
	Yes

	Rain
	Cool
	Normal
	Strong
	No

	Overcast
	Cool
	Normal
	Strong
	Yes

	Sunny
	Mild
	High
	Weak
	No

	Sunny
	Cool
	Normal
	Weak
	Yes

	Rain
	Mild
	Normal
	Weak
	Yes

	Sunny
	Mild
	Normal
	Strong
	Yes

	Overcast
	Mild
	High
	Strong
	Yes

	Rain
	Mild
	High
	Strong
	No

	Overcast
	Hot
	Normal
	Weak
	Yes


Gain (S, Humidity) = .151


Gain (S, Humidity) = .940 – (7/14).985 – (7/14).592




   = .151

Gain (S, Wind) = .048


Gain (S, Wind) = .940 – (8/14).811 – (6/14)1.0



           = .048

Gain (S, Outlook) = .246

Gain (S, Temperature) = .029

Gain (S_sunny, Humidity) = .970

Gain (S_sunny, Temperature) = .570

Gain (S_sunny, Wind) = .019

Less sensitive to noise because of statistical backing in greedy selection

How to handle continuous attributes:

· Sort the examples based on their values for the continuous attribute X

· Each interval is possible point to partition the data

· Find the best interval

Tree Pruning to reduce overfitting

Overfitting – def – Given a hypothesis space H, a hyposthesis h element of H is said to overfit the training data if there exists some alternative hypothesis h’ element of H, such that h has smaller error than h’ over the training examples, but h’ has a smaller error than h over the entire distribution of instances

2 Approaches

· Stop growing the tree earlier, before it reaches the point where it perfectly fits the data

· Allow the tree to overfit the data, and then post prune the tree

The second method seems to be most efficient and simplest

Outline of the post pruning method

· uses a validation set – separate from training and testing

· Post pruning a node consists of removing the subtree rooted at that node and replacing it with a leaf node having the value of the most common classification at that node

· Nodes are removed only if the resulting tree performs no worse on the validation set

Data Mining Task of Clustering

Definition – Set of methodologies for automatic classification of samples into a number of groups using a measure of association, so that the samples in one group are similar and samples belonging to different groups are not similar.

Example: Retail – identify significant customer segments

· customers in your segment liked this product so you will too

View the data as a point in multidimensional space.

Form of unsupervised learning – don’t know what defines a class or how many there are

Descriptive Data Mining – not trying to predict, trying to provide knowledge and insight about the data

How is this different from Association rules:  Association rules are more local and clustering is global.  Association rules look a dependencies between variables over the whole set and classification tries to group different elements based on all their attributes.

Example:

	# items
	Price

	2
	1700

	3
	2000

	4
	2300

	10
	1800

	12
	2100

	11
	2500

	2
	100

	3
	200

	3
	350


Cluster 1 = few high priced items

Cluster 2 = many high priced items

Cluster 3 = few low priced items

2 – D representation  - issue of how many clusters





 What we are trying to do

Input:  Set of samples + measure of similarity

Cluster Analysis

Output:  Number of groups that form a structure of partitions of the data set and possibly a generalized description of every cluster

First:  We need a method to compute similarity or dissimilarity

Common Measures:

· Euclidean Distance
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· City Block Distance
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· Cosine Correlation
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· Binary Similarity

Proportion of bits that are the same
Ways to define distances:

· Dmin

· Dmean

· Davg

· Dmax

Algorithms for Cluster Analysis 

2 Basic types of Algorithms

· Hierarchical – Don’t specify the number of clusters

· Hierarchy of clusters

· Dendrogram

· Specify minimum similarity

· Partitional – Do specify the number of clusters

Partitional Algorithms

Definitions –


Centroid – The mean vector of a cluster
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Square Error for a Cluster 
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Square Error for the Entire Clustering Space
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The objective for partitional Algorithms is to minimize the Square Error for a given number of clusters k

K-Means Partitional Clustering Algorithm

· Select initial partition with k clusters containing randomly chosen samples and compute the    centroids

· Generate a new partition by assigning each sample to the closest cluster center

· Compute new centroids

· Repeat steps 2 and 3 until a specified criterion is met or cluster membership stabilizes

Example Alg Trace:

Given data points: x1 = (0, 2), x2 = (0, 0), x3 = (1.5, 0), x4 = (5, 0), and x5 = (5, 2) and k = 2

Assume we start with the two clusters C1 = {x1, x2, x4} and C2 = {x3, x5}

The centroids are M1 = {(0 + 0 + 5) / 3,  (2 + 0 + 0) / 3} = {1.66, 0.66}



M2 = {(1.5 + 5) / 2,  (0 + 2) / 2} = {3.25, 1.00}

Within cluster variations are 
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Total Square Error is
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After redistribution based on nearest centroids, we get


C1 = {x1, x2, x3} and C2 = {x4, x5}

New Centroids are M1 = {0.5, 0.67}



  M2 = {5.0, 1.0}

With corresponding within – cluster variations and total square error
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The improvement in total square error lets us know that the second iteration is better

Comments on K-means algorithm:

· Most popular for large data sets (hence data mining)

· Very Efficient 

· Time Complexity O (nkl) where n = number of samples, k = number of clusters, and l is the number of iterations.  Typically l and k are fixed – so linear in n.

· Space Complexity is O (k + n)

· Order independent – resulting clusters independent of order that examples are encountered

· Cons

· How do you choose k ?

· Sensitive to noise and outliner points

What if data set is too large to fit in main memory?

2 Approaches

· Store in secondary – cluster subsets - merge the subsets

· Incremental clustering – only cluster representatives (centroids) stored in memory

Incremental Clustering Algorithm 

· Assign the first data item to the first cluster

· Consider the next data item.  Either assign to an existing cluster or create a new cluster

· Decide based on threshold

· If assigned to an existing cluster recompute the centroid of the cluster

· Repeat step 2 until all data is clustered

· May want to iterate more than once to improve accuracy

Problems – not order independent

Note:  Can use k nearest neighbors approach for nominal data because you can’t specify the centroid

State the Problem





Collect the Data





Perform preprocessing





Estimate the Model (mine the data)





Interpret the model and draw conclusions





The Data Mining Process
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